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What does the mean tell us? 

HE EVALUATION OF COURSES, faculty, staff and 
administrators is a common occurrence in education. 

Evaluation is also a common occurrence with personnel in other 
walks of life. When a population such as a college class is asked 
to rate an instructor or a particular course the resultant data 
includes a large number of rating estimates (the n), the size of 
which depends on the size of the population doing the rating. 
When the n becomes large the set of numbers is difficult to 
understand easily and a statistic which represents the whole set of 
numbers is needed. 

The most powerful of the three statistical ways to represent a 
group of numbers, especially when the n is as large as a common 
college class, is the mean, or average. But what does the mean tell 
us? What standard, if any, do we have to make the results of the 
ratings more usable? Are the results of evaluations to be 
interpreted as we see fit? 

There is a lack in the research textbooks of references to 
methodology after the ratings are collected. This study will 
propose a standard by which the results of numerical ratings, 
exemplified by the mean, can be easily and readily understood 
and therefore made usable to answer the initial purpose of the 
ratings. The study will utilize a large amount of data collected 
over a 13-year period and will try to close the gap between 
guesswork and the probable truth of the matter. 

Hypotheses – a proposed rating scale standard 

During the past two decades of using rating scales an observation 
has been that there have never been any statistical means that 
represent either the very highest end of the rating scale used, or 
the very lowest end. Why does any group of people not rate 
"perfect" on the one hand, or "terrible" on the other? 

We are all aware of the difficulty in getting people to agree with 
each other, and the larger the group of people the more difficult 
it becomes, if not impossible. Down through the years our 
language includes many common phrases which have to do with 
this problem. Here are some examples that we have heard many 
times: 

"After all, nobody is perfect." 
"That's what you say ... I don't agree." 
"Come on, nothing is that good." 
"Oh well, it has some redeeming value." 
"Give 'em the benefit of the doubt." 
"It's not that bad." 

One thing is certain: we can't get total agreement from a group of 
people on much of anything, and this is especially true when the 
people are making rating judgments based on the concept of 
value to the individual. Building from this virtual certainty, we 
may then set out a series of hypotheses: 

I. No matter how good something is, there are people who will 
value it less than perfect, which will pull down the mean in 
any case. 

II. No matter how bad something is, there are people who will 
give it some value which will pull up the mean in any case. 

III. There is an "Effective Range" of the means derived from 
rating estimates which will not be equal to, but will be shorter 
than the range of the original rating scale.  

IV. The distribution of a series of means will be skewed to the 
good side of the original scale, and therefore the midpoint of 
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the Effective Range will not fall on the center-point of the 
original scale. 

In 1985 an intuitive theoretical structure which addressed these 
hypotheses was presented as part of a thorough program 
evaluation. This structure was based on experience but not on 
real data. Can real data support the 1985 intuitive structure? 

Sample Data Base – surveys of student satisfaction 
over 13 years 

In 1975 a rating scale instrument was brought to the Applied 
Communication Program by the Liberal and Applied Arts 
Division Director. We decided to use it to check on our courses 
and program and have continued this course-by-course and 
overall program evaluation to this day. The rating instrument 
includes a Likert Scale and comment area on two questions for 
each course plus the overall program questions. A neutral person 
typed all comments, lifted the ratings to a summary sheet and ran 
the means. All individual instruments were then destroyed, 
guaranteeing anonymity to the student raters. The 13 years of 
summary sheets are on file and represent the data base now 
described: 

Years covered:  1975-1988 
Individual ratings:  10,386 
Individual means:  538 
Population per mean:  19.3 people 
Total number of courses included:  231 
Kinds of courses included: Communication, English  

and Computing 
Number of different questions per course:  two 
Total number of overall program questions:  72 
Number of different overall program questions: three 
Number of instructors affected:  44 
Information deleted:  none 
Anonymity protection:  yes 

Assumptions and Discussion of 538 Means 

The depth of the data is sufficient to make certain assumptions. 
First, it is assumed that any future mean, pulled from the Applied 
Communication Program ratings, will be no worse or no better 
than those found within the 538 means. These means are 
inclusive of all situations, from the very best of the Program to 
the very worst, so there is no reason to believe that future ratings 
will vary from the range of the 538 means. Further, it is assumed 
that any mean from any evaluation with a similarly-sized 
population will fall within this range, for the reasons listed in the 
operational hypotheses. 

These assumptions, which on the face of them seem to be very 
strong statements, are supported by the depth of the data and by 
the large amount of comments associated with the numerical 
ratings. Therefore, if we plot the 538 means against the original 
five-point scale that was used to collect the data, we can offer the 
Effective Range of the Means, as shown in the following figure: 

 
Figure 1. Analysis of Means: a plot of 538 means 

The Effective Range of the Means is now set at 1.5 on the low 
end and 4.8 on the high end of a five-point Likert Scale, 
according to the data. It is very unlikely that this range could be 
extended on either end, but it could be argued that the extreme 
top and bottom ends could be disregarded because of knowledge 
of these particular rating anomalies. This would shorten the 
Effective Range, but this alternative has been worked out and the 
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resultant variance between this alternative and the proposed 
structure is negligible. Therefore, the Effective Range of the 
Means will stand as stated. 

Figure A-1 and all subsequent Figures indicate a skew to the right 
or good side of the scale, as stated in Hypothesis IV. This skew is 
supported by the contention that when any endeavor is being 
performed by a person the effort is usually made to do a credible 
job. Most people do not deliberately try to do a poor job, but 
instead, try to do as well as they can. Therefore, a series of means 
will reach to the good side of a rating scale more often than they 
reach toward the poor side, and further to the good side than the 
poor. 

The next step is to establish an analysis terminology that will lock 
in the two ends of the Effective Range. The semantics of the two 
ends must be polar opposites, and adjectives added to the 
standard "poor" and "good" scale terminology will be as effective 
as any. The proposed Analysis of the Means Standard begins to 
look like this: 

 

Figure 2. Analysis of Means: determine effective range 

The next question asks what happens between the two extremes 
of the Effective Range. There is no disagreement in the literature 
with the contention that the internal state of a person is a 
continuum, and not a series of mutually exclusive steps. Since the 
people who are doing the original ratings have a continuum of 
feeling and try to rate accordingly, then the Effective Range of 

the Means is suggested to also be a continuum. There would be 
no reason that the differences in a series of means could be 
construed as a series of discrete, mutually exclusive, steps. 

From this assumption we will proceed to establish a series of 
stages along the Range, and these stages will be termed Zones of 
Value because a rating scale, regardless of its structure, is asking 
for a value judgment to be made by a rater. The two polarized 
ends of the Effective Range must be separated by a zone which 
allows the good side to be changed to the poor side. This change 
cannot be made abruptly, nor can any other change be made 
abruptly, because of the concept of the continuum; "good" 
weakens to "fair" which weakens to "poor," and so on. 

There are three alternatives to the placement of the zone which 
separates the good side from the poor side. The zone could be 
placed to the left of middle, to the right of middle, or in the 
middle of the Effective Range. If the zone is placed to the left, 
then means which reflect ratings known to be poor would be 
analyzed as fair or good. If the zone is placed to the right, the 
means which reflect ratings known to be good would be analyzed 
as fair or poor. In either case there would be a deliberate attempt 
to manipulate the analysis of any such research, and it would be 
unfair to the 538 means which are supported by the comments 
on file. These comments verify the numerical ratings, but do not 
guarantee them. The third alternative, to place the Fair Zone in 
the middle of the Effective Range, is the only logical alternative. 
Therefore, Figure A-3 will now indicate the placement of this 
zone of change between the good side and the poor side of the 
continuum. 
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Figure 3. Analysis of Means: locate the zone of change: +/- 

Nine zones are proposed, with three now established. Each zone 
flows continuously into and out of the adjacent zones. Each zone 
is not a discrete entity but for practical purposes on the final 
analysis instrument the nine zones will be represented by dashed 
lines. The most important consideration of the zonal changes is 
that they are related to the concept of allowable error variance 
within a mean. When using a five-point rating scale, a variance of 
.1 of a full scale step is to be considered allowable error variance. 
Therefore, whether a mean falls near a dashed line on the 
Standard or over it into the next zone is not really important; a 
low "fair" reading is, for all practical purposes, the same as a 
“high moderately poor" reading. The descriptive terminology for 
each zone is to be considered placed at the center of the zone, 
and not at the edges. 

Before proceeding with further discussion, here is the proposed 
Analysis of Means Standard, based on a five-point Likert Scale: 

 
Figure 4. Analysis of Means: 9 zones on a 5-point scale 

Notice that the original rating scale terminology (usually found 
along the bottom of any rating scale) is no longer needed. Any 
mean can be placed on this Standard, regardless of how the 
original rating scale was developed, with two provisos; the 
numerical scale on this Standard must be divided into the same 
number of scale steps that are on the original measurement 
instrument and if the low numbers are the good side, the 
direction must be reversed. In other words, the Standard must 
reflect the numerical and directional structure of the original 
rating scale, and this is very easy to do. An example will show 
how this works. A rating instrument called Student Assessment 
of Instructor is presently being used to evaluate instruction. The 
rating scale looks like this: 

 1 2 3 4 

     
Strongly  Agree Disagree Strongly  
 Agree   Disagree 

Figure 5. A reversed 4-point forced-choice scale 

This scale was recently used to assess an instructor who ran an 
extremely successful course, who had ratings that were supported 
by student feedback throughout the semester, and by the 
anonymous comments written on the instruments. Two 
questions will be repeated here, directly from the instrument, 
along with their calculated means. The n is 21. 

Question 6: The instructor is approachable in or out of class. 

 ̅  = 1.2 

Question 14: The course was well-organized, with the workload 
spread evenly over the semester. 

  ̅  = 2.0 

The Standard's five-point continuum baseline will now be divided 
into a four-point scale and the two questions plotted, thus: 

 | | | | | 
 1 2 3 4 5 
Very Poor Poor Fair Good Very Good 

 E
xt

re
m

el
y 

P
oo

r 

   F
ai

r 
(W

ea
k)

 

   E
xt

re
m

el
y 

G
oo

d 

Effective Range of the Means 

 | | | | | 
 1 2 3 4 5 

 E
xt

re
m

el
y 

P
oo

r 

V
er

y 
P

oo
r 

P
oo

r 

M
od

er
at

el
y 

P
oo

r 

F
ai

r 
(W

ea
k)

 

M
od

er
at

el
y 

G
oo

d 

G
oo

d 

V
er

y 
G

oo
d 

E
xt

re
m

el
y 

G
oo

d 

Effective Range of the Means 



Analysis of Statistical Means: A Proposed Standard – from RESEARCH: An Operational Approach by Kerm Carlson      www.researchvalues.com 

 5 

 
Figure 6. Analysis of Means: reversed 4-point scale 

Notice that the descriptive words (Agree/Disagree) have been 
dropped and the baseline of the Standard has been divided into 
the four-point scale of the original measurement device. Also, the 
numbers have been reversed to place the lowest number on the 
good side, which is required in this case. 

These plots on questions #6 and #14 are consistent with what is 
known about the course and the instructor, who was teaching 
part-time in a laboratory setting in the identical location where 
the instructor carried out daily, normal, working activities. This 
availability, along with an approachable personality, explains the 
very high rating on question #6, and yet the rating is not perfect, 
and this is consistent with Hypothesis I. The plot on question 
#14 is consistent with the laboratory course, where many 
assignments could not be offered to the students on an even 
spread throughout the semester. The students could not do the 
assignments until later in the term, when their expertise rose to a 
certain level. However, the Standard suggests that the instructor 
could look at the structure of the course and try to make 
adjustments so that the analysis of this question serves to 
improve instruction, which is the purpose of the Standard in the 
first place. 

It does not matter how a rating scale is constructed; everyone, 
from an early age, has a concept of perfection and its obverse. 
Whether the original device used to collect data has one 
description of the good side or some other description does not 

matter. Only the numerical scale steps and their direction must be 
applied to this Standard. A different scale such as the four-step 
example above might change the location of the mean by .1 of a 
scale step on the five-step Standard, depending on the size of the 
population. It is the contention of this proposal that such error 
variance will not compromise the analysis of means which are 
generated at the point of measurement. At the very worst it could 
move the mean rating from one zone across the imaginary 
transfer point into the next zone, but this would only occur if the 
mean fell near that zone change. Question #14, Figure A-5, is an 
example of this idea. 

Remember, it is not the tenths of a rating scale point that matter 
as much as does the area in which the rating falls. 

Establishing Reliability and Validity 

The reliability and the validity of any device of research must be 
addressed and the proposed Standard argued in this document is 
no exception, although the Analysis of Means Standard is strictly 
a validity question. 

The reason that the Reliability Coefficient is not appropriate to 
this study is found in the definition of reliability, which is the 
ability of a measuring device to work the same way, time after 
time. A Reliability Coefficient ranges from -1 (there is a negative 
relationship between different times of use) to +1 (there is a 
positive relationship between the use of the device one time and 
any other time), and since the definition of a standard is that it 
will serve as a guide by which comparisons can be made, then the 
Analysis of Means Standard has a reliability of +1. There is no 
judgment involved in the use of the Standard, and therefore there 
is no variance in its use. 

If a different rating scale, with different steps and terminology, is 
used to collect the original information, then the Standard could 
very well be off by one or two tenths of a full step on a five-point 
scale. This point has already been acknowledged and argued that 
this error variance would not compromise the Standard to any 
operational degree. Notice that there is obvious and significant 
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true variance between question #14 and #6, in Figure A-5, and 
any error variance in the two means due to the change to a four-
point scale would not affect the analysis to any significant degree. 

However, the validity arguments which are found throughout this 
discussion section are a different matter, and will be summarized 
here. Validity arguments, unlike reliability arguments which are 
statistically verified, are largely philosophical in nature, and there 
are different ways to approach them.  

Content Validity 

Experience and history are present in the data base, which 
provide logical answers to the hypotheses. The data presented, as 
visualized in Figure A-1, suggests strong support of all four 
hypotheses. 

Predictive Validity 

The question here is whether or not the placement of a mean on 
the Standard can predict the outcome of the future on the 
question that the mean represents. The argument is that if 
nothing is done to correct a mean analyzed as "poor," when the 
work or activity is repeated it will still be poor. The same thing 
works on the "good" side; if a measured mean is analyzed as 
"very good" and the activity is repeated, it will be predicted to be 
judged the same. The historical data shows this to be true. 

Concurrent Validity 

This validity requires that a check be made between any device 
and some other similar device at the same time. The immediate 
problem here is that there are no other standards to be found in 
the known literature. The only concurrent validity argument 
which can be presented is a reference to the open-ended 
comments which accompany the means in the data base. These 
comments, on file, support the means but cannot numerically 
verify them, and therefore cannot numerically verify this 
Standard. 

 

Construct Validity 

This is the most important, and the most philosophical, of all the 
ways to examine whether or not we are measuring what we think 
we are measuring. The body of the discussion includes these 
construct validity arguments: 

1. the idea that the internal state of a person is a continuum, as 
supported by Kerlinger; 

2. the idea that a person's strength of feeling about something is 
continuous through what is termed Zones of Value, that have 
no exact point of change; 

3. the idea, supported by the data, that there is a skewing to the 
good side for any group of ratings; 

4. the idea that there is a centralized Fair Zone which separates 
the good side from the poor side of any value scale; 

5. the idea that this Analysis of Means Standard can be used 
with any rating scale because all people have a concept of 
perfection as well as its counterpart, or opposite value, and 
therefore rate accordingly, regardless of the number of scale 
steps or written verbal identifiers; 

6. the idea that the error variance present in any mean will not 
significantly alter the intention of the Standard, or 
compromise the analysis of the means, provided that the 
population size is appropriately large. 

The reader will have to decide if these validity arguments are 
sufficient to lend appropriate credence to the proposed Analysis 
of Means Standard.  

Constructing the Analysis of Means Standard 

Should the reader wish to construct an Analysis of Means 
Standard, follow these directions: 

1. Draw a five-point scale line using an engineer's ruler or a 
metric ruler. Draw the scale line as large as you wish. 
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2. Mark the poor end with a number 1, and the good end with a 
number 5. 

3. Plot the zones of the means as follows: 
to 1.85  =  extremely poor 
to 2.25  =  very poor 
to 2.60  =  poor 
to 2.95  =  moderately poor 
to 3.35  =  fair 
to 3.70  =  moderately good 
to 4.05  =  good 
to 4.45  =  very good 
to 4.80  =  extremely good 

4. If the research scale that was used in the data collection has a 
different number of scale steps, re-divide the five-point scale 
to match (see Figure A-5 as an example). 

There is a 1/20th of a scale step differential in three of the zones 
listed due to rounding off the readings. In absolute terms, each 
zone should be 3.666 tenths of a full scale step on a five-point 
scale, but such precision is not warranted since each Zone of 
Value is described at its center-point and not at the edges. 

Conclusion - The Case for a Standard 

The Analysis of Means Standard provides a method to make all 
those rating numbers meaningful. When all questions being rated 
by a group of people are plotted against the Standard, the person 
being rated can tell where strengths and weaknesses lie and then 
have a reference point for future improvement. The individual 
will also be boosted by the high ratings received. If this Standard 
is used over a period of time the variance from one rating to 
another becomes evident. 

People prefer to have an answer to their work, rather than 
experiencing the difficulty of making sense out of all those 
unexplained numbers. Perhaps the Analysis of Means Standard 
can supply that answer.  

Addendum: The program survey questions 

The following questions are those which form the rating 
instruments used over the 13-year period of the data base. These 
are the questions of the course-by-course and overall program 
evaluation instruments. 

1. How successful was the course in reaching its objectives? 
(the objectives are stated on the form) 

2. How valuable was the course in terms of your personal 
goals? 

3. How well does the Applied Communication Program 
meet the expectations that you had when you began? 

4. What was the quality of the instruction in the overall 
program? 

5. How well has the total program expanded your talents 
and interests? 

From the beginning, these questions were intended to be a check 
and balance of the career program, semester-by-semester, and in 
no way are to be construed as a full evaluation of any course, any 
instructor, or the total program. This does not alter the impact of 
the data base or the importance of the information gained each 
semester.  
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